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Today

• How “forking” and low statistical power have lead 
to a replication crisis and how we should design 
studies and do pre-analysis plans and multiverse 
analyses and change incentives etc to solve this 
problem

• Prediction results: Something systematic about 
results that replicate

• Not only an experimental problem
• Not only a social science problem



How many published claims are false?

• (Quantitative claims)

• False positive

• False negative

Ioannidis 2005 PLoS Medicine: Why Most Published Research Findings Are False



Researcher degrees of freedom

Ioannidis 2005 Why Most Published Research Findings Are False;  Simmons, Nelson and Simonsohn
2011 False-Positive Psychology: Undisclosed Flexibility in Data Collection and Analysis Allows 
Presenting Anything as Significant; Gelman and Loken 2013 The Garden of Forking Paths
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Simmons, JP, LD Nelson, U Simonsohn, 2011, False-Positive Psychology: Undisclosed Flexibility in Data Collection and 
Analysis Allows Presenting Anything as Significant. Psychological Science 22(11): 1359-1366. 



Forking

• Multiple testing problem where the universe
of tests is not clear

• The data decide the analysis

• Beware subgroup analyses etc

• P-values are meaningless

Gelman and Loken 2013 The Garden of Forking Paths



Which results can we trust?

• P-values and power

• Publication bias

• Researcher degrees of freedom

• Priors

– Probability of a hypothesis to be true (“prior”)

– Typically subjective and unaccessible

– Help from surveys and prediction markets?



Candidate genes

Dreber et al. 2009 Evolution and Human Behavior



Replications and predictions

• Direct replication

• Conceptual replication

• Statistical significance criterion

– Same direction and p<0.05 in two-sided test

• Relative effect size



Reproducibility Project: Psychology (RPP)

Open Science Collaboration 2015 Science.

35/97 positive results replicate

• Studies from 3 top 
psychology journals 
in 2008

• 100 replications 
completed by the 
project deadline

• “High” power 
(average of 92% to 
detect 100% of 
original effect size)

• 270 authors



• 18 papers in 2 top 
economics journals (AER 
and QJE)
– All experimental papers 

2011-2014
– Only main effects, no 

interactions, testing a 
hypothesis

– 90% power to detect 
100% of original effect size 
at p<0.05

• Same replication criteria 
as earlier 
– Same direction and p<0.05 

in two-sided test
Camerer et al. 2016 Science

Experimental Economics Replication 
Project (EERP)

11/18 replicate



Social Science Replication Project (SSRP)

• 21 studies in Nature 
(4) and Science (17) 
published 2010-2015
– Between or within

subject designs 
with clear
hypothesis, 
students or other
accessible subject
pools

– First study in 
papers with > one
study

• Higher power
• Other replication

criteria

Camerer et al. 2018 Nature Human Behaviour

13/21 replicate in Stage 2



Prediction markets

Hanson 1995 Social Epistemology



Our prediction markets on replications

• One central hypothesis for each study
– Will the replication result be an effect in the same 

direction as the original study with p<0.05? 
Yes/No

• Participants trade contracts that pay $1 if the 
study is replicated and $0 otherwise

• Price: Predicted probability of the outcome 
occurring

• Prices start at 50



Our prediction markets on replications

• Typically 2 weeks, 30-200 participants 
(researchers), USD 50-100 each

– Researchers recruited from email lists, replication 
projects, etc.

• Participants get replication reports

• Several replication projects



Pre-market survey

• “How likely do you think it is that this 
hypothesis will be replicated (on a scale from 
0% to 100)?”

• “How well do you know this topic? (not at all, 
slightly, moderately, very well, extremely 
well)” 

– 1-5



Pooling 5 prediction
market studies: 72% 
(88/123) correct
prediction rate

Pooling 5 surveys: 
64% (79/123) correct
prediction rate

Work in progress + Nosek et al. “Replicability, Robustness, and Reproducibility in Psychological
Science.” 2021, Annual Review of Psychology. 



Prediction markets results SSRP

From treatment 2



Machine learning models

• Prediction markets perform as well or better than the models

Altmejd et al 2019 PLoS ONE; Pawel and Held 2020 PLoS ONE; Yang et al. 2020 PNAS. 
Summarized in Nosek et al. “Replicability, Robustness, and Reproducibility in Psychological
Science.” 2021.



DARPA SCORE markets

• Many markets (3000 studies), accuracy
evaluated on a subset

• Performance better than random forecasts
but far from great
– Less accurate than previous smaller projects

pooled

– More accurate forecasts from people within the 
field of the original paper

• Problem: Little trading



Other forecasting studies

• Replications and new hypotheses

• Focus on effect sizes

– Mainly researchers forecasting

– Small monetary incentives

– Consortium coauthorship

• In sum: Positive correlations between beliefs
and actual results

Landy et al. 2020 Psychological Bulletin, Tierney et al. 2020 Organizational Behavior and 
Human Decision Processes, lots of work in progress



What have we learned?

• There is something systematic about results 
that fail to replicate

– Some but far from perfect wisdom of crowds

– Why are so many false positive results published?

• What about non-experimental work?



P-hacking (?) in economics

Brodeur et al. 2016 AEJ: AE



Pre-analysis plans

• Exploratory analyses can be very interesting!

– But should not be presented as confirmatory

• No norm about how to report when one 
follows the pre-analysis plan or not

– See Ofosu and Posner “Pre-analysis plans: A 
stocktaking” 2020 + more

• Who should the burden be on?



Pre-analysis plans

• Solution that one writes something like:
• “All analyses below were described in the pre-

analysis plan unless otherwise specified in the 
text. We divided the tests in the pre-analysis plan 
into: primary hypothesis tests, secondary 
hypothesis tests, robustness tests, and 
exploratory analyses: this is also how our results 
are presented.”

• This does not require reviewers (or readers) to 
read the pre-analysis plan

• Call for retraction if this is not honestly reported?



Other thoughts

• Many instances where pre-analysis plans are 
feasible
– Basically all lab experiments, many field experiments, 

some other projects

• Many instances where pre-analysis plans are 
harder
– With more degrees of freedom and fewer replications
– Out of sample predictions?
– Multiverse analysis?

• Registered reports
– Check out Scheel et al: https://psyarxiv.com/p6e9c/

https://psyarxiv.com/p6e9c/


Pre-analysis plan is one fork

• Pre-analysis plan shows one potential fork in 
the data
– With meaningful p-values

• Many forks possible

• Different researchers might choose different 
forks/pre-analysis plans
– Pre-analysis plan should not result in systematic

bias in effect sizes, but will underestimate the 
standard error in the statistical test



Many analysts vs multiverse

• What is the natural variation in analyses and 
results in a given data set?

– Can be explored with multi-analyst approach

• What is the theoretically justified set of
analyses and results in a given data set?

– Can be explored with multiverse analyses, 
vibration of effects, specification curve analysis



Multi-analyst approach

20 out of 29 teams find statistically significant positive result

Silberzahn et al. 2018



Multi-analyst approach: 
some examples

• Neuroscience (Botvinik-Nezer et al 2020)
– 9 hypotheses, 70 teams

• Economics replications (Huntington-Klein et al 2021)
– 2 hypotheses (previous studies), 7 analysts for each

• Sociology (Breznau et al 2021 and Schweinsberg et al 
2021)
– Breznau et al: 1 hypothesis, 73 teams

– Schweinsberg et al: 2 hypotheses, 14-15 analysts for each

• Results: Lots of variation
– See Aczel et al. 2021 eLife for consensus-based guidance



Neuro project

Botvinik-Nezer et al. Nature 2020



#fincap

• 164 research 
teams, 6 
hypotheses, 
same big data

• Review 
element

Menkveld et al. 2021 ”Non-standard errors” WP

The boxes span the the first to the third quartile with the median as the interior horizontal line. The whiskers span 95% of the observations, 
starting from the 2.5% quantile to the 97.5% quantile.



(Multiverse or) specification curve
analysis

• 3 steps:

1. Identify the set of theoretically justified, 
statistically valid and non-redundant 
specifications

2. Estimate all specifications and display the results
graphically

3. Conduct joint statistical tests using an inferential
specification curve

• Can be pre-registered

Simonsohn, Simmons and Nelson ”Specification curve analysis” Nature Human Behaviour 2020



Decision markets

• So many potential replications to be run!

• Markets can help us decide which

– Highest degree of uncertainty in the outcome?

– Highest disagreement?

– Highest chances of being false positives?

– Highest chances of observing a suspected effect?

• 41 PNAS papers – we will replicate 26

• Markets now closed: www.mtrp.info

http://www.mtrp.info/
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